


1  

Table of Contents         Statistics Primer 2016 
 

Part 1: Understanding Your Data 
Page                  Topic   

2   Populations and Samples 

3   Variability in Biology 

4   Types of Samples: Systematic, Random, and Stratified Random Samples 

5   Controls and Replicates 

 6                               Accuracy and Precision 

6                               Types of Variables & Measurement Scales  

7                               Examining & Analyzing Raw Data: histograms, XY scatterplots 

     10                              Descriptive statistics: mean, standard deviation, variance, standard error 

        

Part 2: Statistical Inference                                
11    Parametric Inference 

11    Non-Parametric Tests 

12    Statistical Independence 

12    Using Confidence Intervals to Compare Population Means 

15    Confidence, Statistical Significance vs. Biological Significance 

16    Comparing the Means of Two Samples 

16                               Independent 2 Sample t-tests  

17    Performing the independent t-test 

18     Interpreting p-values 

18                               Reporting independent 2 sample t-test results 

19                               Paired 2 sample t-tests 

19    Performing the paired t-test 

20    Reporting paired 2 sample t-test results 

21                               The t-Distribution 

22    Single-factor ANOVA 

24    Reporting single-factor ANOVA results 

24                               2-factor ANOVA (2-Way ANOVA) 

     30    Interaction plots    

     30    Reporting 2-Way ANOVA results 

31                               Chi-Square Test for Goodness of Fit 

33    Chi-Square Test of Independence 

33                               Table of alternatives to parametric tests     

 

Part 3: Using Excel for Data Analysis and Reporting                                
37   Significant digits 

37   Sorting, Transposing, & Arranging data 

38   Calculating Mean, SD, and SE 

38   Descriptive Statistics 

38   Histograms  

38   Bar graphs or line graphs 

39   Generating a graph with error bars 

42   Overlaying another set of data 

44   Scatter Plots 

44   Independent and paired samples t-tests 

 

Part 4: Graphing Two Sample t-test Results 
45   First look at raw data 

46   Graphing independent two sample t-test results 

47   Graphing paired two sample t-test results 

 



2  

Statistics and Science 
Scientists need to utilize a uniform and organized procedure to analyze and interpret our data. The field 

of statistics supplies this process.  The statistical method provides scientists and researchers with a 

unifying language in which they can describe their data and use it to support their conclusions.  
 

Statistics and Biocore 
In the Biocore labs, as in other research courses, you are given the opportunity to develop and study your 

own research questions that further expand on the current lab topic. Statistics will allow you to more 

appropriately describe your data and validate your conclusions. As you progress through the sequence 

of labs, your understanding of the relationship between statistics and science will grow, while improving 

your experimental designs. However, just like with biology, statistics requires careful and nuanced 

thinking.  It cannot be viewed just as a set of rules for handling data.  The best biological researchers 

meld biological and statistical reasoning. 

 

PART 1: Understanding Your Data 

 

Populations and Samples 
In Biocore you will use data from small samples, which represent larger populations, to make 

conclusions about your questions and hypotheses. Here’s an example to help you understand the 

difference between samples and populations: Let’s say you are interested in the effects of chemical 

runoff from a local carwash into Willow Creek. Your lab instructors have suggested that Daphnia 

magna, a well-known indicator species, would serve as an excellent test species for this question. As a 

result, you have chosen all of the D. magna in Willow Creek to serve as your population. 

A population is “the set of all individuals of interest in a particular study.”* 

Obviously, in Willow Creek it would be an impossible task to capture and examine the entire population 

of D. magna. Indeed, the population is not even static in that individuals die and new ones are born.  A 

logical approach is to study a smaller representation of the D. magna population and then generalize 

your conclusions to the whole population in Willow Creek. In other words, you need to select a sample 

of D. magna from the large population in Willow Creek. 

A sample is “a representative selection of a population that is examined to gain statistical 

information about the whole.” 

Figure 1 helps to illustrate the relationship between the population and the sample. The population is 

composed of all the possible individuals of a particular group of interest, such as the D. magna of 

Willow Creek. The sample is a smaller subset of D. magna from the population. If the sample is 

representative of the population, the study results can be used to generalize about the population.  
 

 

 

 
 

 

 

 

 

 

 

 

 

Fig. 1: An illustration of the 

relationship between the 
population and a sample. The 

population is made up of all the 

possible individuals, which are 
represented by the X’s O’s and 

□’s, of the group of interest. The 

various shapes represent the 
individual differences in the 

variable of interest (e.g., heart 

rate, body size) within the 
population. The sample is a 

smaller subset of individuals 
drawn from the population. If the 

sample is representative of the 

population, the sample data and 
conclusions can then be used to 

make inference to the 

population. 
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It is important to carefully define the population of interest, taking into account your research question, 

experimental design, and resources. Here the population has been defined as the D. magna in Willow 

Creek, as opposed to the entire species.  The problem of obtaining a suitable sample from a population 

requires care.  We discuss this a bit later.  Table 1 provides some examples of appropriately defined 

samples from a specified population (keep in mind that these are only possible examples; sample sizes 

and definition may vary for a particular population). 

 

Table 1: Three examples of a specified population and a possible representative sample.  

Population Sample 

All 250 Galapagos Finches on the island 

of Isabela 

75 Finches obtained from locations around 

the entire island via mark-recapture method 

All of the yeast cells in a 500mL beaker  

After stirring to evenly distribute the yeast in 

the liquid medium, 10 ml of yeast are 

removed as a representative sample of the 

beaker population 

UW-Madison students (male and female) 

between the ages of 18 and 22  

150 individuals from the UW campus 

sampled using a random number generator 

from a master list of all students in the 

population 

 

Variability in Biology 
Experimental results must be repeatable in order to be accepted as valid. The main reason for repeating 

an experiment is that there will always be variability in the results.  In the D. magna example, each 

sample will differ from all others.  Also, whatever experimental procedures we apply to the sample 

will be subject to some variability.  It is important to note that no matter how careful we are and how 

uniform our material may be, studies are never exactly repeatable. 

 

There are many causes of biological variability.  Some examples are individual variation, 

environmental variation, and experimenter variation (which reflects the unavoidable variability 

introduced by human behavior during an experiment).  Good scientists will do all they can to minimize 

variability but they recognize that there will always be uncontrolled variability in every study. 

 

Laboratory experiments are usually repeated many times before they are published. Field experiments 

are usually repeated or are carried out at more than one site. Replication is especially important in field 

experiments. Natural systems vary in space and through time. Replication helps the experimenter 

differentiate between natural variation and changes caused by the experimental treatment under review. 

Experimenters are looking for changes above and beyond the natural variation.  

 

Natural variation is a combination of both environmental and individual variation. For example, yeast 

suspended in solution would be exposed to varying oxygen levels, depending on their location in a non-

shaking flask. Those at the top of the flask would receive greater oxygen exposure than those at the 

bottom of the flask. This is clear example of natural, environmental variation. It is to be expected that 

the environment varies from location to location, even in a system as small and isolated as a flask, test 

tube, or beaker. In contrast, natural, individual variation refers to the differences between organisms 

within samples. For example, the amount of body fat on an individual can affect the readings of an 

electromyogram (EMG) signal measure at the skin’s surface. (This is because a participant with a higher 

level of body fat will produce a less intense and more variable EMG signal than a participant with lower 

body fat due to the closer proximity of electrodes to muscle.)  
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How many replicates should I use? 

 

When thinking about the number of replicates to use in an experiment, scientists will often rely on 

statistical estimates based on the variation observed in pilot study data. For Biocore, a good rule of thumb 

is that three independent measurements from samples is the absolute minimum for replication (you 

cannot estimate variability from only two sample measurements). Ideally, you should measure many 

more than three replicates when you are attempting to generalize about a population, especially when 

you know that the population or the system you are working in has a great deal of environmental and/or 

individual variation (think 8-20 replicates!). Through replication, you hope to define how much of the 

observed variation is natural and how much is explained by your independent variable(s). 

 

Types of Samples 
Here, we introduce you to some analytical methods used by ecologists in designing and carrying out 

experiments. Ecological data is often full of variation because it is difficult to control all experimental 

parameters in the field. Therefore, it is very important to know your system, and/organism in order to 

anticipate variation when designing an experiment, and planning the statistical methods for analyzing 

data.  

 

For example, let’s say we wanted to know how repeatedly mowing a field early in the spring influenced 

the height of weedy Canada thistles. To run a controlled experiment, you mow half of your large field 

but leave the other half un-mowed as a control. This would be a simple sample. Many Canada thistles 

grow in both the mowed and un-mowed parts of the field later in the season. In order to make sure the 

plants you measure are ‘representative’ of all plants influenced by mowing (or non-mowing) you must 

take pains to make sure the sample is not biased, or that it is not unduly influenced by other 

environmental factors such as differences in soil moisture or nutrients across the field.  

 

Simple Sample 

Mow Non-mow 

 

But let’s say now that the far west side of the field has slightly greater soil moisture (indicated by the 

gray shading in the systematic example below) than the center or eastern side of the plot. In order to 

account for this natural variation, we can alter the experimental design so that there are mow and non-

mow areas in both the wetter and drier areas of the field, resulting in a systematic sample. This design 

attempts to systematically control for the variation in moisture. 
 

Systematic Sample 

Non-

mow 
Mow 

Non-

mow 
Mow 

Mow 
Non-

mow 
Mow 

Non-

mow 
 

If you are setting up a field experiment and there are no apparent environmental differences in your site, 

it would still be beneficial to split the area up into smaller plots. It would also be advantageous to 

randomize treatments to plots, resulting in a random sample, or to stratify the randomization so that 

plots are randomized within the rows, yielding a stratified random sample (notice that within each row 

there are 2 mow and 2 non-mow). 
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Random Sample 

Non-

mow 

Non-

mow 

Non-

mow 
Mow 

Mow Mow Mow 
Non-

mow 
 

 

Stratified Random Sample 

Non-

mow 

Non-

mow 
Mow Mow 

Mow 
Non-

mow 
Mow 

Non-

mow 

 

It is also important to note the applicability of theses sampling methods to the lab setting. For example, 

if you were attempting to determine the reaction rate of a particular enzyme, it would be necessary to 

test varying substrate concentrations. To make it simple, you choose two concentrations, 0M and 

0.35M, and 4 replicates of each, for a total of 8 test tubes. The assay that tests the reaction rate requires 

the use of a warm water bath, but we don’t know for certain that the water baths heat the water evenly. 

Either the test tubes could be placed in a simple sample arrangement or, if you wanted to control for 

temperature variance within the water bath, you could use systematic, random or stratified sampling.  

 

If you are setting up test tubes in a rack and there are no apparent water temperature differences within 

the bath, it would still be beneficial to split the area up into smaller plots. It would also be advantageous 

to randomize treatments to plots, resulting in a random sample, or to stratify the randomization so that 

plots are randomized within the rows, yielding a stratified random sample.  

 

Controls and Replicates 
Controls are used to identify (and sometimes to correct for) results that are not due to variation in your 

experimental (independent) variable. For example, suppose that you have learned that controlled burning 

is sometimes an effective tool for combating invasive species, and you want to design an experiment to 

test whether burning will set back the purple loosestrife that is taking over your favorite wetland. You 

would not simply burn the wetland and see what happens because a reduction in loosestrife could be due 

to something other than your experimental treatment (burning). For example, it could be due to an influx 

of a particular insect or to the weather that year. It would be important to leave part of the wetland 

unburned as a control. You can then compare the burned and unburned parts. 

 

In order to start making generalizations about the effectiveness of burning on control of purple loosestrife 

outside of your favorite wetland, you would have to locate several (>5) different wetlands that have 

similar density of purple loosestrife, and set up treatment (burn) and control (not burn) areas. If each 

wetland is independent of each other (not connected or influenced by one another), then “wetland” can 

be considered a sampling unit and each wetland is an independent replicate. However, if one wetland is 

connected to another, perhaps by a small stream, then the wetlands are not completely independent of 

one another (they can influence each other by spread of purple loosestrife seeds in stream water). 

Therefore, they cannot be considered two independent replicates. The independence of replicates is of 

critical importance to an experimental design.  

 

In chemistry you probably are used to controlling all the variables except the one you want to test. This 

usually is not possible in complex ecosystems (e.g., the top of the hill may be different from the bottom 

of the hill; a bird may have deposited an unusually high concentration of seeds in one particular place). 

Ecologists try to minimize the effect of environmental variation within a site as much as they can by 

using replication in their experimental design. For example, in designing our experiments comparing 
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three methods (plus control) for removing weeds from the Biocore Prairie prior to planting prairie 

species, we divided the area into twelve plots and randomly assigned one of the three treatments to each 

plot with three plots left untreated as controls. With 3 replicates of 3 treatments (plus control) we hoped 

to reduce the effect of known and unknown on-site variation to reveal obvious real differences among 

treatments.  

 

Accuracy and Precision 
Since every measurement has some error, it is only an approximation to the true value.  The accuracy 

of a measurement reflects how close the measurement is to the true value.  The precision of a 

measurement indicates how well several determinations of the same quantity agree, i.e., the 

repeatability of the measurements.  This is illustrated by the figure below. 
 

 

 

 

 

 

 

 

 

 

 
 

 

 

Figure 2.  Two hypothetical sets of measurements demonstrating the difference between accuracy and precision.  The "true" 

value is indicated by the heavy line. Where would the mean value lie for each of these measurement sets? 

 

As we sample the vegetation in the wetland and the prairie site, we want our data to be both accurate 

and precise.  However, if time and resources are limited - as they usually are - and we have to make 

compromises, we are willing to sacrifice precision in order to increase accuracy.  In this case, we 

increase accuracy by increasing the number of samples.  The more variable the population, the 

more measurements it takes to get a good mean.  It is better to measure more samples than to spend 

time agonizing over whether one particular plant is in or out of the quadrat or whether a shrub 

measures 1.7 or 1.8 meters on the tape.   
 

 

Types of Variables and 

Measurement Scales 
Almost all data that you will obtain 

will fall into one of two types—

quantitative (numerical) or 

qualitative (categorical). It is 

important to distinguish the types 

of variables with which you are 

working, because the type of data 

influences the kinds of analysis 

and the presentation that are most 

appropriate. Table 2 provides some 

concrete examples of quantitative 

and qualitative data.  
  

Set 1 

Lower precision, 

higher accuracy  

Set 2 

Higher precision, 

lower accuracy  

Variable 
Types 

Quantitative 
(Numerical) 

 
Qualitative 

(Categorical) 

Continuous Discrete 
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Quantitative (Numerical) Variables 

These include numerical data that are either continuous or discrete: 

 continuous variables are measured and the units of measurement can be infinitely subdivided (at 

least to the resolution of the measuring instrument). For instance, if you were measuring the 

amount of rainfall in inches for a given summer, you could find 20 inches of rainfall or 21.34 

inches of rainfall.  

 discrete variables are ones that can only take on certain fixed values.  The most common type 

of such variables takes on whole number values. For example, if you were counting the number 

of plant species in a given plot, your data would only consist of whole numbers; that is you 

could not have 10.5 plant species, only 10 or 11 plant species.  

 

Qualitative (Categorical) Variables 
These include data that can be sorted into distinct groups. These groups can have distinct names (e.g., 

sedan, SUV, and minivan) or they can have some sort of order (e.g., poor, good and excellent ratings).  

In the plant species example from above, perhaps you are interested in the species of plants found in 

the plot.  The data would consist of the species name for each plant.  These data are categorical --- and 

not numerical.  However, you might wish to divide the species into two categories: prairie plants and 

weeds.  If you then wished to record the number of species within each category --- say 4 species of 

prairie plants and 7 species of weeds --- these “numbers of species” are quantitative. 

 
Table 2: Examples of Quantitative (Numerical) and Qualitative (Categorical) variables.   

Quantitative (Numerical) Qualitative (Categorical)  

Plant height in inches 

(continuous) 

Plant leaf type: toothed, entire, divided, lobed 

 

Level of enzyme activity measured by light 

absorption 

(continuous)  

Drosophila fly gender: male or female 

 

Worm movement speed in mm/sec 

(continuous) 
Worm movement type: paralyzed, slow, normal 

Yeast cell diameter 

(continuous) 

Yeast cell shape type: budding, unbudded, 

shmooing  

Number of coneflowers, rosinweed and lupine in 

Biocore Prairie 

(discrete) 

Plant species found in Biocore Prairie: 

coneflower, rosinweed, lupine 

 

Examining and Analyzing Raw Data 

The first step in data analysis should always be scanning your spreadsheet to look for data entry errors, 

unusual pattern and trends.  This gives you an opportunity to look at your data to see that they “make 

sense” and to make some preliminary interpretations.   

 

You should always plot your raw data. Often, making simple plots of your data will make it easier to 

spot errors. -----  For quantitative variables, some useful plot types are the following: 
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a. Histogram frequency distributions for each variable:   These will allow you to visualize the 

distribution shape, gain a good measure of central tendency of the data, and assess the amount 

of variability in the data. 

b. XY scatterplots: These will show potential relationships between any two variables.  For 

example, you might compare two variables (e.g. length and weight), or, perhaps, variable 

values versus treatment, or even variable values versus replicate.   

c. Box & Whisker plots:  These can be thought of as abbreviated summaries of (a).  They are 

particularly useful for comparing distributions such as plant heights for several different 

species.    

 

For Qualitative variables – counts or proportions of data falling into distinct groups can be visualized 

using piecharts or stacked bar graphs. 

 

A good plot can help you spot errors before they creep into more formal analyses.  Also, all formal 

statistical inference is based on underlying assumptions.  An examination of the data at the beginning 

can help you to spot possible violations of the key assumptions.  When you have gathered data from a 

biological study, avoid the temptation to jump straight to performing inference (e.g., conducting 

statistical tests of your hypotheses regarding population values).  Always look at your raw data first!! 

 

Histogram Frequency Distributions 

Previously, we discussed the idea of using the sample to make inferences about the population for your 

study. Examining how your raw (untransformed) data are distributed around some mean value can help 

you gain perspective about the population.  There are several types of graphs that can accomplish this. 

Frequency distributions illustrate the occurrence of a particular score or piece of data in a study. 

Suppose, for example, that we want to know the average stem length of red clover growing in a particular 

field.  If we randomly select and measure a large number of plants and plot a histogram of the values, 

we find a bell-shaped curve called the normal distribution (see Fig. 3).  When plotting a histogram, 

you (as the researcher) choose the range or ‘bin size’ for best illustration of the distribution. 
 

Many populations in the natural world tend to follow a normal distribution, or a “bell –curve,” where 

most individual values fall near and are equivalently distributed around some mean value as shown in 

Figure 3. Therefore, it is a fairly common assumption that the population that you are studying will 

have a normal distribution. Accordingly, when you graphically depict your sample data, in most cases, 

it should closely resemble a normal curve. This is necessary and important since many statistical tests 

are based on the assumption that the data are approximately normally distributed. However, if this is 

not true, then you should either: 

a. have decreased confidence in how well your sample data represents the population or 

b. question if the population has a naturally skewed or abnormal distribution, and why 

If data are not normally distributed, corrections for various tests do exist.  
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Figure 3:  Frequency distribution of the stem lengths of a large, random sample (n=2128) of red clover (Trifolium pratense) 

in July 1999. 
 

XY Scatterplots 

Another way to visualize quantitative data is through an x-y scatter plot, which allows you to examine 

variation among replicates for any given treatment, or variation among individuals for any given feature. 

This can give insights into certain trends and/or possible relationships between variables.  For example, 

in Figure 4 Galapagos finch beak length is plotted as a function of wing length for 35 birds.  It is evident 

that, for any given wing length, beak length can vary among birds.  (Look carefully at the eight birds 

whose wing length measured 67 mm: their beak lengths ranged from about 8.5 to 11.5 mm!) 

 
Figure 4:  Scatterplot of Galapagos Island finch beak length as a function of wing length for 35 birds.  Note that the x and y-

axes do not begin at zero. 
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As you can see, a visual representation of the raw data can yield valuable information about the 

population that you are trying to study. If the variation within your sample is representative of the 

population variation, the distribution of the data will mirror that of the population. In reality, a sample 

may come close to this, but this is usually rare. Consequently, it is much more beneficial and accurate 

to use larger sample sizes and more replicates.  
 

Descriptive Statistics 
After plotting your data, it is helpful to provide some summary (descriptive) statistics for your data. These 

provide sample quantities that you will use to estimate important characteristics of the population to which you 

want to make inference.  

 

Let the n data values be labeled y1, y2, …, yn.  A common measure of central tendency is the mean (called y-

bar), or numerical average, calculated for a sample of data using the formula: 

 

    

A common measure of data dispersion, or spread, is the standard deviation (s), which can be 

determined for a given sample with the equation: 
 

   

 

The sample mean and sample standard deviation are estimates of the corresponding population mean 

and population standard deviation. You will never know the population (true) values.  However, if 

your sample is a random sample from the population of interest, you will be able to make reliable 

inference about the population.  The units of both the mean and the standard deviation are the same as 

the units of the underlying distribution.   For example, if you are measuring the body length of six-

week old lizards of a given species in centimeters, the mean and the standard deviation are both 

measured in centimeters.  The variance, which is s2, would have units of squared centimeters in this 

case. 
 

Let us think of the sample mean  as estimating the population mean  (the Greek letter mu).  We 

would like to know how close  is to .  This measure is known as the standard error of the mean 

(SE).  For any distribution, this is related to the standard deviation (s) and the sample size (n) by 
 

. 

 

Suppose we have taken a random sample of 16 six-week old lizards and computed mean body length 

as cm and a standard deviation s=2.0 cm.   Then cm.   The standard deviation 

measures the typical deviation of the length of an individual lizard whereas the standard error measures 

the uncertainty in how well  estimates .  There is a true standard deviation for the lizard length 

which is an inherent characteristic of the lizard.  From our sample we estimate the standard deviation 

by 2.0; in different samples it may be somewhat larger or smaller but will not be grossly different 

depending on sample size and how well it represents the population.  The standard error depends on 

n
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the standard deviation and the sample size.  As the sample size gets larger, the standard error becomes 

smaller which means that we can be sure that  estimates  very closely.  Indeed the sample size is 

often chosen to achieve a given level of precision in how well  estimates , balanced with the 

practical limitations of the study.  Final message—the larger the sample size the better! 

 

Many people confuse standard deviation (s) and standard error of the mean (SE), and are unsure how 

to use these values to understand variation in a sample and are unsure which, if either, to use in 

presenting data in a figure or table. In short, the standard deviation is a measure of how closely 

individual data points cluster around the mean in one sample. In contrast, the SE is an estimate of the 

variability of many mean values surrounding the true mean, as if the study were repeated a large 

number of times. Once you have done the experiment once and have established a measure of variation 

with a standard deviation you can resort to probability to estimate that the true mean would lie within 

plus or minus one SE from the sample mean (with 68% certainty). In summary, the standard deviation 

reflects the variability of individual data points in one sample and the SE reflects the variability of the 

means relative to the true mean. 

 
 

PART 2: Statistical Inference 
 

A description of your data should always be a first step.   If you do a thorough job of this, you will 

have a good understanding of key patterns in your data and should already begin to reach some 

tentative scientific conclusions.  However, to make these conclusions more definitive, it is necessary to 

perform some type of formal statistical inference. 

 

Most statistical inference takes one of two forms: confidence intervals and hypothesis testing.  There is 

substantial linkage between the forms.  In biology, hypothesis testing is probably the most widely used 

procedure.  However, confidence intervals can be very helpful in some circumstances. 

 

We make one additional distinction that is often useful.  Inference can either be “parametric”  or “non-

parametric”.  Most inference that is performed in biology is parametric.  However, in some particular 

cases of testing, non-parametric methods may be used. 

 

Parametric inference requires some assumptions about the distribution of the data.  Non-parametric 

methods make weaker or no assumptions about the distribution of the data, although other assumptions 

--- such as the independence of the data --- are required for virtually all commonly used methods of 

inference. 

 

Parametric Inference 
For some research projects that you will carry out in Biocore lab, you will collect quantitative data that 

can be used to calculate means, variances, etc.  If your data are continuous (or close to it) then 

parametric inference can be used in either of the following situations:  (a) for any sample size if the 

distribution of the data is close to normal or (b) if your sample size is large enough, even if the data 

distribution is non-normal. Parametric tests commonly used in Biocore include independent and 

paired-sample t-tests, single factor Analysis of Variance (ANOVA), and two-factor ANOVA.   

 

Non-Parametric Tests 
Some of the studies conducted in Biocore may result in data with small sample sizes where the 

distribution of the data is non-normal.  For example, you may only be able to compare enzyme reaction 

velocities from 5 replicates, with and without an inhibitor present, in the one week available to collect 

y m

y m
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data in a Biocore 384 experiment.  In such a case the sample size is so small that it may be very 

difficult to adequately assess the normality of the data.  Here, a “conservative” approach to inference 

would be to use a non-parametric procedure.  Some commonly used non-parametric procedures are the 

Mann-Whitney U, Wilcoxon, and Kruskal-Wallis tests. 

 

The table below lists some non-parametric alternative tests to some common parametric tests. 

Parametric Test Non-parametric alternative Non-parametric null hypothesis (Ho) 

Independent 2 

Sample t-tests 

Mann-Whitney U test The ranking of values in one treatment is not different 

than ranking of values in a second treatment 

Single-factor 

ANOVA 

Kruskal-Wallis test The ranking of values in one treatment is not different 

than ranking of values in two or more other treatments 

Paired 2 sample t-

tests 

Wilcoxon Signed-Ranks test The signs of the difference values between 2 treatment 

conditions are not systematically positive or negative 

 

The Excel software is not capable of running these non-parametric tests.  Please use an alternative 

statistical program and consult either Janet or Michelle if you feel that a non-parametric test of your 

data is appropriate. In the following pages we will describe parametric and non-parametric tests that 

are commonly used by previous Biocore lab students. 

 

 

Statistical Independence 
As has already been noted, all methods of statistical inference require some underlying assumptions.  It 

is probably fair to say that the most important of them is independence.  (This assumption is also one 

of the most difficult to assess.)  The basic idea behind independence is that whatever random variation 

affects one data point has no impact at all on other data points.  Imagine a classroom of 20 

kindergarten students.  Suppose that it is known that on any given day, 10% of the students will be 

missing due to illness.  In principle we can calculate the probability of exactly 0 or 1 or 2 or any 

number of students being missing.  However, the standard calculations assume that the probability that 

a student is missing due to illness does not depend on any of the other students.  However, in the case 

of kindergarten students, it is easy to imagine that colds or some other illnesses have a high degree of 

contagion.  Thus, knowing that one student is missing will affect probability statements about others.  

Thus the illness of student A and the illness of student B are NOT independent. 

 

With quantitative data, it may be more difficult to think about independence.  Imagine the number of 

individuals of a given species of bacteria in one cubic centimeter of soil.  If two samples are widely 

separated, it is plausible that the numbers of individuals in each sample are independent.  However, if 

two samples are obtained in very close proximity to each other, knowing that the number of 

individuals is high for one sample suggests that the probability that the number is high for the other 

will be increased.  Thus, the number of individuals in a cubic centimeter would NOT be independent in 

this case. 

 

The key to avoiding problems with independence in biological studies is to be careful in the conduct of 

your study and the generation of your data.  Attention to this issue needs to be paid at the design stage 

of your study.  If a study has been designed that results in non-independent data, it is usually 

impossible to correct for this at the analysis phase. 

 

Using Confidence Intervals to Compare Population Means 

It is often useful to use and SE to compute a range of plausible values for .  The most common 

method for this is to compute a confidence interval for .   An equation that often provides a useful 

approximation to such a confidence interval is: 

y m
m
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However, the construction of this, or any other, confidence interval depends on some underlying 

assumptions.  The most important assumption is that the data are independent.  Given independence, if 

your sample is reasonably symmetric and bell-shaped and your sample size is at least 25, then this 

interval can be thought of as a 95% confidence interval for the true population mean.  This says that, 

on average for intervals computed in this manner, the true population mean will fall within the interval 

about 95% of the time.  If the data are asymmetric, then such an interval may not be reliable.  If the 

sample size is smaller than 25, then the “1.96” needs to be replaced by a larger number with the 

magnitude depending on the specific sample size.  (For sample sizes in the range of 5 to 10, an 

approximate value to use is 2.5.  The “correct” value to use is based on the t-distribution described in a 

later section.) 

 

Often in Biocore experiments we want to know whether two populations are the same or different.  For 

example, suppose that we treat different parts of the Biocore Prairie in two different ways (mowing 

and rototilling) and then one year later compare the density of thistles (bad weeds!) in the two parts by 

counting thistles in a large number of 0.5m2 frame quadrats.  Suppose we find that the average thistle 

density for plots treated in mowed vs. rototilled plots is different.  How do we know whether the 

difference we observe is due to the treatments or simply to random variation in the samples we 

happened to measure?  We cannot know for sure!  We need to use statistical methods to calculate the 

probability of getting a difference this large by chance.  Confidence intervals can be used for the 

differences between means; however, they are somewhat cumbersome and we will focus on testing 

methods later in this Primer. 

 

We can, however, use a graphical comparison of the one-sample confidence intervals to provide some 

approximate inferential results.  Start with graphs of the sample means with ± 1.5SE error bars 

surrounding the means to compare the mean density of thistles in mowed vs. rototilled plots.  

 

The basic idea is to see if the error bars calculated in this way overlap or not.  If they do not overlap, 

we can feel fairly comfortable with concluding that the means really differ; if they do overlap, then we 

believe that the observed difference between the means is due to random variation.  The preferred 

method for determining whether the two means are the same or not is to use testing methods --- 

described later in this Primer.  The value of 1.5 in front of the SE has been determined to allow for a 

close correspondence between the formal test and the graphical method described here. See the 

following graphs and explanations as examples. 
 

 

 

 

( )SE96.1±y

The graph at left depicts the mean 

number of head bobs that students 

observed from two samples of sea 

slugs randomly assigned to live on 

rocky or silty substrates.  There were 

5 sea slugs in each sample. Sea slugs 

living on rocky substrate averaged 

5.4 head bobs/hour, while sea slugs 

living on silty substrate averaged 6.4 

bobs/hour. The error bars represent 

+/- 1.5SE on either side of the 

respective means. 
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Note that the means of these two samples differ somewhat but the error bars for the two groups overlap 

(the upper bar for rocky overlaps the lower bar for silty).  Thus we have do NOT have good evidence 

that the “true” mean response of the population would differ between rocky and silty substrates. 

 

 

Sample size is important here!! A sample size of 25 or more is often difficult to achieve in Biocore, 

particularly when you have only a few weeks or less to carry out your independent research projects.   

 

Can we still use graphs of means and standard error bars to make conclusions about our hypotheses?  

The answer is “yes,” but you should be more conservative before concluding that your treatment did or 

did not produce a significant effect.  In the sea slug head-bobbing example above, each sample 

contained data from only 5 sea slugs.  The effect of this small sample size is that we can be reasonably 

sure that the population mean falls within the range of each sample mean +/- 2SE about 90% of the 

time we calculate these confidence intervals.  If the gap between the standard error bars around means 

of small samples is about 1/3 the length of the shorter SE interval, you should be cautious about 

concluding that your treatment produced a significant effect.  Alternatively, slight overlaps between 

the standard error bars surrounding means of small sample sizes may indicate that your treatment may 

have had a biologically meaningful effect, but that your sample size was too small to conclude that the 

effect was statistically significant. 
 

 

 

 

 

Imagine if the data looked like 

those to the left instead.  Note 

that the +/- 1.5SE bars of the 2 

samples do not overlap by a 

substantial amount.  In this 

case, we would have fairly 

good evidence that the “true” 

mean response of the 

population would differ 

between rocky and silty 

substrates. 
 

Here are some rules of thumb for using SE bars to judge whether there are significant differences 

between sample means: 

1. Two means will never be significantly different if their +/- 1.5SE intervals overlap at all. 

2. The two means may be significantly different if the sample size is large (>30) and the SE bars 

meet. (You will need a statistical test.) 

3. The two means may not be significantly different if the sample size is small (<10) and the SE 

bars meet. (You will need a statistical test.)  

4. No matter what the result, carefully consider whether the differences observed are 

biologically meaningful.  
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Confidence, Statistical Significance vs. Biological Significance 
 

Statistics is all about evaluating confidence—confidence in your experimental design, confidence in 

your data, and confidence in your conclusions. Whatever statistical test you apply to 

your data, always be mindful that the results of your analyses simply tell you 

whether your treatment produced a statistically significant difference. Statistics 

DO NOT PROVE anything—statistics just provide us a measure of 

confidence to accept or reject our hypothesis.   
 

It is your job as a scientist to determine whether the differences you observe are biologically 

meaningful.  For example, let’s say that you were able to increase the sample size in the sea slug 

example to 400 slugs for both the rocky and silty substrates.  You find that the mean number of head 

bobs for rocky substrate slugs is 6.5 per hour, and that the mean on silty substrate is 8.1 per hour.  You 

observe relatively little variation within each sample (i.e., the respective standard errors are small), and 

find that the gap between the standard error bars on your graph is about the width of the smaller SE 

interval.  According to the rules of thumb we gave you above, you can conclude that the difference in 

head bobs/hour observed from slugs living on the two substrates was statistically significant.  Is, 

however, this mean difference of 1.6 head bobs/hour biologically meaningful?  Is it possible that the 

observer could have miscounted about one head bob per hour, on average?  What sort of difference in 

head bobbing rate has been documented in the literature on sea slug behavior?  Is this the size 

difference you expected before you collected your data?  These are the sorts of questions you should 

ask yourself after performing your statistical analyses but before making final conclusions about your 

hypothesis. 

 
 

Statistics help scientists evaluate confidence in conclusions about hypotheses 
Scientists often propose hypotheses and then do experiments to see whether the world functions in a 

way consistent with their hypotheses.  They gather data and compare them with the results predicted 

by the hypothesis.  While it is not possible for experimental results to prove that a particular model or 

hypothesis is correct, results that differ significantly from those predicted can cause us to reject the 

hypothesis.  But what is meant by "differ significantly?"  How far from predictions can the data be 

before it is necessary to reject our experimental hypothesis?  Chance can also cause results to differ 

from expectations, particularly when the sample size is small.   

 

There is no method that will tell us for sure whether data which deviate from our hypothesized model 

is the result of chance alone.  However, there are statistical tests that allow us to set some confidence 

limits on the conclusions we make.  Many statistical tests of differences among populations assume 

that the populations are more or less normally distributed around their respective mean values, and that 

the population variances are equal.  If your sample sizes are large enough, you can evaluate these 

population parameter assumptions by examining sample data. 

 

PROV
E 
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Comparing the Means of Two Samples  
 

Often scientists wish to compare two groups to see if the means for each group are the same --- or not.   

For example, perhaps you wish to test whether the mean value of one group (e.g., the average heart 

rate of a group of women after 5 minutes of stair-stepping) is statistically different from the mean 

value of another group (e.g. the average heart rate of a group of men after similar exercise).  As 

another example, you might be interested in determining if people on a particular medication regimen 

weigh more or less after one week on the medication.  Note that the data here (heart rates and weights) 

are quantitative variables.  

 

Before providing the statistical procedure for performing the statistical inference for these problems, it 

is necessary to recognize that there are two distinct designs that are used in studies that compare the 

means of two samples.  The second example, weight gain on medication, is an example of a paired 

two-sample design since data are obtained before and after on the same individual.  (The paired 

design can be a bit more general than this; the key ingredient is that there is a direct relationship 

between an observation on one treatment (before medication) and an observation on the other 

treatment (after medication)).  The first example, comparing heart rates comes from an independent 

two-sample design.  In this case there is no direct relationship between an observation on one 

treatment (women) and an observation on the second (men), i.e., the data from the men are 

independent of the data from the women.  If however, one had as one’s sample a set of fraternal twins, 

one female and the other male, then one could conduct a paired study.  In this case there is again a 

direct relationship between an observation on one treatment (male twin) and an observation on the 

other treatment (female twin).    

 

The key is to determine the design corresponding to your data before conducting your analysis.  The 

analysis always follows the design!! 

 

************************************ 
 

The Independent Two-Sample t-test (a parametric test) 

 
The more common situation is the independent two-sample design and the formal procedure for 

comparison leads to a t-test.  There are a number of assumptions that must be met in order for this test 

to be valid. 

 The individuals/observations within each sample were chosen randomly from a larger 

population.  Therefore: 

 The individuals/observations within one sample are independent of each other. 

 The individuals/observations in one sample are independent of the   

individuals/observations in the other sample. 

(Researchers must design their experimental data collection protocol carefully to satisfy these 

assumptions of independence.) 

 The population variances for each group are equal. (Population variances can be estimated from 

sample variances.  Formal tests are possible to determine whether variances are the same or 

not.  However, a general rule of thumb is that, for equal sample sizes, the t-test can still be used 

so long as the sample variances do not differ by more than a factor of 4 or 5.) 

 The distributions of data for each sample should be approximately normally distributed.  A 

normal distribution is bell-shaped with roughly equal number of scores evenly dispersed on 

either side of the population mean.  This assumption can be checked by creating a display 

(perhaps a histogram) of observations for each sample.  The t-test is moderately robust to 

departures from normality.  Thus, it is generally valid, even for data that may not be entirely 
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normal, so long as neither sample is greatly skewed.  ---  A test that is robust to a departure 

from an assumption is one that performs fairly well given the stated departures. 
 

Performing the t-test 

 It is useful to formally state the underlying hypothesis for your test.  Using the notation from 

the previous section with  representing a population mean, there are now population means for each 

of the two groups:  and . The null hypothesis (Ho) is always that the two population means are 

equal.  (For example, a null hypothesis might state that the population mean of some control group is 

equal to the population mean of some experimental treatment group.)  In most cases you will design 

experiments to test hypotheses which, if supported, would lead you to reject (not accept) Ho.  The logic 

underlying the t-test is that you need the data to provide evidence against the null.  We formally state 

the null hypothesis as: 

   

 The standard alternative hypothesis (HA) is written: 

   

 

This states that the two means differ in one direction or the other.  Most of the experimental 

hypotheses that scientists pose are alternative hypotheses.  (For example, you might predict that there 

indeed is a difference between the population mean of some control group and the population mean of 

your experimental treatment group.)  Sometimes the alternative can be “one-sided”, for example

, which indicates that the null is rejected only if the mean of the first group is larger than the 

mean of the second.  (You might predict that the population mean of some control group is less or 

greater than the population mean of your experimental treatment group.)  Only if there is a strong and 

compelling argument for using a one-sided alternative, which is presented before the experiment is 

conducted, should a one-sided alternative be used.  It is best to use the two-sided alternative.   
 

To calculate the t-statistic and associated probability for 2 samples: 

1. Make sure that the underlying assumptions for the test are met. 

2. Compute the mean and variance (s2) for each of the two samples.   

3. Compute a pooled variance (s2
p) as follows: 

   

where n1 and n2 are the sample sizes for the two groups and  and  are the variances for the two 

groups.  (Note that we pool variances and not standard deviations!!) 

 

4. Compute the t-statistic for the null hypothesis using the equation: 

 

Where  and   are the sample means of each group.  Every t-test has associated with it a value of 

degrees of freedom (df).  (This is related to the discussion of the appropriate multiplier to use in the 

computation of the confidence interval as discussed above.)  For this t-test: df= (n1 + n2 - 2).   

 

5. After you have determined the t-statistic and the degrees of freedom, look up the associated 

probability of a Type I error (the p-value) in the t-table of this appendix.  The p-value is the probability 
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of obtaining a value of t as extreme or more extreme than was observed given the null and alternative 

hypotheses.  To find the p-value in a table of t critical values (two-tailed), look in the column headed 

by “df” and find the value appropriate to your problem. Then read across to the right to find the two 

columns between which the t-statistic you have calculated falls.  Now record the p-value (see column 

headings) of the two columns.  For example, for a two-sided alternative, if you calculated a t-value of 

2.05 and you have df=12, the p-value will fall somewhere between 0.05 and 0.10.  This can be written 

as: 0.05<p-value<0.10.   
 

Interpreting the p-value 

By convention in many biological science disciplines, a p-value  0.05 indicates that the difference 

between your two sample means is statistically significant.  By this convention, if your t-score 

results in a p-value that is less than or equal to 0.05, then you should reject your null hypothesis Ho. 

The smaller the p-value, the more evidence there is against the null hypothesis.  Even if you use a 

threshold of 0.05 for “statistical significance” it is good practice to report the p-value. Scientifically, 

the difference in data values that produce a p-value of 0.048 and 0.052 is miniscule and it is bad 

practice to over-interpret the decision to reject the null or not.  Scientifically the difference between a 

p-value of 0.048 and 0.0048 (or between 0.052 and 0.52) is very meaningful even though such 

differences do not affect conclusions on significance at 0.05.  

   

If your data indicate that there is a statistically significant difference, always ask yourself if the 

difference is biologically meaningful. Statistical significance does not necessarily imply that the results 

are biologically meaningful. 

 

Why is the 0.05 level so important here?  You can think of this as a threshold in the following way. If 

your null hypothesis (that the treatment means are the same) is true, you are willing to accept that you 

will reject the null hypothesis by chance with a probability of 0.05.  You would be making an error --- 

by falsely rejecting a true null hypothesis --- in this case with the stated probability.  Many scientists 

are willing to accept this kind of error, called Type I error, about 5% of the time.  You will often see 

the threshold value of 0.05 referred to as the α-value in the scientific literature. 

 

Reporting the results of independent 2 sample t-tests 

When reporting t-test results, provide your reader with the sample means for each group and a measure 

of variation for each, the t-statistic, degrees of freedom, p-value, and whether the p-value (and hence 

the alternative hypothesis) was one or two-tailed.  Here is an example of how you could concisely 

report the results of an independent t-test comparing mean heart rate in a sample of men and women: 

 

“Heart rate was not significantly different between females (mean = 95.2 bpm, SD = 6.8) 

and males (mean = 96.8 bpm, SD = 4.8);  t (18) = 0.63, p = 0.54, two-tailed.” 

 

The number 18 in parentheses after the t represents the degrees of freedom.
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The Paired Two-Sample t-test (a parametric test) 
  
As explained above, the first step in performing a two-sample comparison is to determine whether the 

design is independent or paired.  Our earlier example for the paired case focused on comparing the 

weight of a medication user before and after one week on the medication. In paired designs we are 

typically interested in the change or response elicited by the treatment.  By looking at the difference 

between the before and after values, we focus on the changes within subjects because we have 

“removed” the variation that normally is present between subjects.  By lowering the variability in the 

sample, we make it more likely that we can detect any effect of the treatment, if present.  Thus, we 

have reduced what was originally a two-sample problem - a comparison of the mean of the before 

values with the mean of the after values -  to a one-sample problem, a comparison of the before-after 

difference with a constant value (usually zero).  Indeed, an analysis of such data using the methods for 

independent samples would be incorrect!! This is because the first bulleted assumption for the 

independent sample procedure is not met.   

  

Paired designs can be more general than “before” and “after”.  For example, suppose you only had one 

week to test the effect of depleted nutrient medium on the change in leaf size of fast plant leaves. You 

notice that there is a great deal of variation in the size of the seedlings you can use in your experiment, 

however, so you are concerned that the variation within samples would obscure any differences in the 

mean increase in leaf area over just one week. You could control variation between seedlings, 

however, by carefully matching individual plants on such characteristics as age, shoot length, etc.   

You would then subject one member of the pair to normal nutrient medium and the other to a depleted 

medium over the same 7 day-period.  Leaf area is measured after 7 days for several of these pairs, and 

you would then test whether the mean leaf area difference between "with" and "without" normal 

nutrient medium pairs is significantly different from zero. 

 

The appropriate analysis of a paired design again leads to a t-test.  However, the t-test will have a 

different (and actually simpler) form.  The key is “reducing” the data for each pair to a single value – 

the difference.  Thus, if yb and ya represent the weights before and after medication (or the leaf areas of 

a pair of similar plants), we define the difference d by d= ya - yb.  Our test will only depend on the 

values of d.  Again, there are assumptions that underlie this test. 

 

 The pairs are independent of each other, i.e., they are chosen randomly from a large population 

of possible pairs. 

(We need make no assumptions directly about the “y” values.  The key to a useful paired 

design is removing the variability --- in this case the differences among individuals subject to 

the medication --- by looking at the difference between the “after” and “before” 

measurements within an individual.) 

 The distribution of the differences, the “d”s, should be approximately normal.  The same 

comments, including that on robustness, from the independent case are valid here. 
 

Performing the paired t-test 

 Again it is useful to formally state the underlying hypothesis for your test.  Using similar 

notation to before,   

   

 and 

    . 

 

where μd is the mean of the population of difference (d) values.  (Remember, in most cases you will 

design experiments to test hypotheses which, if supported, would lead you to reject (not accept) Ho).  

0:0 dH 

0: dAH 
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The same choices regarding one-sided and two-sided alternatives are possible here.  Note that the 

alternative hypothesis HA above is written as a two-tailed hypothesis. 
 

To calculate the t-statistic and associated probability for a paired sample: 

1. Make sure that the underlying assumptions for the test are met. 

2.  Compute, for each experimental unit, the difference (d) between the paired values (e.g., the before 

and after values).  You now have a single sample made up of the d value from each pair. Note: It does 

not matter whether you subtract the first value in the pair from the second, or vice versa (as long as you 

keep track of the sign), but it is usually easier to choose the order that you believe will give you a 

positive difference. 

 

3.  Compute the mean,  and the standard deviation ( ) of the sample of d values. 

4.  Compute the t-statistic for the null hypothesis using the equation: 

 

where n = the number of d-values (pairs) in the sample.  The df for this test is n-1. 

 

5.  Now that you have the t-statistic and the degrees of freedom, look up the associated probability of a 

Type I error as you did for the independent sample case. Use the t-distribution on the following page, 

where the “proportion in two tails” values are used for two-tailed hypotheses, and “proportion in one 

tail” values are used for one-tailed hypotheses.  The interpretation of the p-value is very much as 

before. 
 

Reporting the results of paired two-sample t-tests 

When reporting paired two-sample t-test results, provide your reader with the sample means for paired 

data sets and a measure of variation for each, the mean of the differences (d values) between the paired 

values and its associated variation measure, the t-statistic, degrees of freedom, p-value, and whether 

the p-value (and hence the alternative hypothesis) was one or two-tailed.   

 

As an example, let’s return to the heart rate data referred to earlier (in the independent sample t-test 

section).  Now imagine that heart rate was collected on a sample of 20 people, before and after each 

person consumed an energy drink. Here is an example of how you could concisely report the results of 

a paired two-sample t-test comparing heart rates before and after energy drink consumption: 

 

“The mean difference in heart rate before and after energy drink consumption was not 

statistically significant (mean = 1.7 bpm (SD=5.5);  (t (19) = 0.63, p = 0.54, two-tailed).” 

 

The number 19 in parentheses after the t represents the degrees of freedom (number of d values -1). 
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The t Distribution, from page 693 in Gravetter & Wallnau, (2000) 
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Single-factor ANOVA  
The two-sample comparisons are very useful in practice whenever we wish to compare two 

experimental conditions, two groups of subjects, or two species of an organism.  As discussed in the 

previous section, we must be very careful to understand whether our design is paired or independent 

and, then, analyze the data according to the design. 

 

What could we do if we had more than two experimental conditions, groups, or species or any other 

factor?  We could always use the previous methods to compare each possible group of two.  However, 

there is another approach that enables a comparison of multiple groups.  This is known as analysis of 

variance (ANOVA).   

 

It is important to recognize that we can have analogs for each of the two design types whenever we 

have more than two groups.  The extension of the paired design is known as a blocked design and the 

generalization of the independent design is often called the one-way ANOVA or single-factor design.   

The method of analysis (as well as the interpretation) for the blocked design is somewhat more 

complex, so we will not provide further discussion of this here. 

 

As an example of a single factor ANOVA design, you may want to know whether reaction time to an 

auditory stimulus is different among adults in three age categories: 18-25, 26-33, or age 34 and older.  

Here, age is the factor or independent variable and reaction time is the dependent variable.  This kind 

of study comparing one independent variable (age) among 3 or more sample groups is called a single-

factor design.  
 

Imagine you’ve collected reaction time data for 17 subjects in these three age categories and put them 

into an Excel spreadsheet like this: 
Reaction Time (age 18-25; ms) Reaction Time (age 26-33) Reaction Time (age 34 and over) 

17 21 25 
16 19 31 
15 17 32 
19 16 28 
20 20 29 
19  24 

 

In the example above, you could run independent sample t-tests for all 3 possible pair-wise 

comparisons (group 1 vs. group 2, 1 vs. 3, and 2 vs. 3). One problem with this approach is that your 

chance of committing a Type I error (rejecting the null hypothesis when it is true) accumulates with 

each t-test you perform.  A more appropriate approach is to run one single factor ANOVA (Analysis 

of Variance) test. 
 

The single-factor ANOVA null hypothesis is that mean reaction time for each of 3 populations from 

which these samples are drawn is equal, or    Ho:  1 = 2 = 3    There are many possible alternative 

hypotheses; e.g., H1:  1 ≠ 2 ≠ 3   or H2:  1 = 2  but  3 is different.  The alternative hypothesis you 

pose will depend on the information you’ve gathered from your literature search and/or from pilot tests 

you’ve performed.  However, the formal test should be viewed as a general test of Ho versus all 

possible alternatives. 

 

In a single-factor ANOVA test, you are simply looking at whether the differences (or variability) 

among the means of each of your groups are greater than the variability within each group. In our 

example, you want to know if the differences in mean reaction times among the three age groups are 

large relative to the variability in reaction times you observed within each age group. For instance, in 

the youngest age group the range of reaction time does vary from 15 to 20ms.  Is this variability within 
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the youngest age group small relative to the difference in mean reaction time for these young folks 

compared to the older participants?  The F-ratio is a statistical value that summarizes this comparison: 

  

F =   variability among treatments        

          variability within treatments       

 

The higher the F-ratio, the more likely it is that you will reject your null hypothesis. This makes sense 

because a higher F-ratio results when you have a greater variation in the mean scores among the 

groups relative to the variability in reaction time within the groups.  This is how the F-ratio is 

calculated: 

F =  MSbetween       =   SSbetween/dfbetween 

         MSwithin          SSwithin/dfwithin 

where 

MSbetween  = Mean Square among (= measure of variability among groups) 

MSwithin    = Mean Square within (= measure of variability within groups) 

    SSbetween   = Between-Treatments Sum of Squares = sum of the squared deviation scores among                 

groups 

    SSwithin     = Within-Treatments Sum of Squares = sum of the squared deviation scores within groups 

    dfbetween   = Between-Treatments Degrees of Freedom = (number of treatment groups-1) = (n-1) 

    dfwitihn      = Within-Treatments Degrees of Freedom = Σ(number of scores within each treatment 

group-1) = ((n1 -1) + (n2 -1) + (n3 - 1) + ...) 

 

For our example, the dfbetween = 3 (age groups)-1= 2 dfbetween     and dfwithin = 5 + 4 + 5 = 14 dfwithin 

 

You can find the mathematical formulas to compute the Sum of Squares values in any introductory 

statistics book, but we won’t expect you to compute them yourself.  Instead, use software such as 

Excel to compute the F-ratio and associated p-value for single-factor ANOVA tests.   

 

To practice this using Excel, enter the reaction time data above into an Excel spreadsheet and run an 

ANOVA to test whether these three group means differ.  (To do this, select the Data tab, then click on 

Data Analysis.  From the drop-down menu, select “Anova: Single Factor’. For the Input Range button, 

select all 3 columns of data, including the labels in the top row.  Click the box next to “Labels in First 

Row”. Under “Output options”, either select an Output Range within the current worksheet or select a 

New Worksheet Ply.  Click “OK”.)   

 
Your Excel ouput for this test should look like this: 

Anova: Single Factor       

       

SUMMARY       

Groups Count Sum Average Variance   

Reaction Time (18-25; 

ms) 6 106 17.66666667 3.866666667   

Reaction Time (26-33) 5 93 18.6 4.3   

Reaction Time (>34) 6 169 28.16666667 10.16666667   

       

       

ANOVA       

Source of Variation SS df MS F P-value F crit 

Between Groups 396.5156863 2 198.2578431 31.76966582 6.25521E-06 3.738890086 

Within Groups 87.36666667 14 6.24047619    

       

Total 483.8823529 16         
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The Excel output is grouped into “SUMMARY” information and “ANOVA” information.  The mean 

reaction times for the 3 age groups are 17.7, 18.6, and 28.2 milliseconds with variance values of 3.9, 

4.3, and 10.2, respectively.  Note the Mean Square (MS) values; the variability in reaction time 

between the 3 age groups (198.3) is very high relative to the variability within the groups (6.2).  The F-

ratio of 31.8 is thus quite high and so it is not surprising that the P-value of 0.0000062 is much less 

than 0.05.  We can therefore reject the null hypothesis and conclude that there is a significant 

difference in mean reaction time among our 3 age groups.   

 

Reporting the results of a single factor ANOVA test 

When reporting ANOVA test results, state the F-ratio with the Between-groups degrees of freedom 

first and the Within-groups degrees of freedom second, and the P-value.  Here is an example of how 

you could concisely report the results of the test of differences in mean reaction time for the three age 

groups above: 

 “Mean reaction time was significantly different for the three age groups (F(2,14) = 31.8, 

p<.0001).”   

 
 

Which Treatments Differ from Other Treatments?   If the ANOVA test described above indicates 

that there is a significant difference among means, it is natural to want to know in which ways they 

differ.  The F-test does not provide an answer to this.  We describe some possible follow-up analyses 

below. However, we wish to note that if all of the treatment means can be considered the same (i.e., p-

values > 0.05 and H0 is not rejected), you are done with your analysis.  The variability among group 

means is not large enough relative to the variability within groups to lead to statistically significant 

differences.  In this case, you should not consider performing any further tests on the means. 

 

With more than two treatments, there are many additional tests that can be made when H0 is rejected.  

Even among statisticians, there is a wide range of opinions as to the proper procedure to follow.  For 

our purposes, a reasonable way to proceed --- if and only if H0 is rejected --- is to perform a minimal 

number of post-hoc t-tests between carefully chosen pairs of treatment means.  (This is sometimes 

known as a protected t-test procedure.) 

 

An Important Caveat 
Just because you have lists of numbers as in the reaction time-auditory stimulus example does not 

mean that an ANOVA analysis is appropriate.  Every statistical procedure has underlying assumptions 

and, if the assumptions are not met, the results from the analyses can be meaningless. A full discussion 

of the role of assumptions is beyond the scope of this document.  (You will get more discussion of 

these issues in Statistics 371 or in other similar courses.)  However, for the type of data considered 

here, the two primary concerns in practice are the independence and constant variance assumptions.   

For the former, you need to ensure that (a) there is no relationship among subjects within each group.  

(In the reaction time-auditory stimulus case, you would wish, for example, to make sure that there are 

no siblings in the sample. Relationship refers not only to genetics but also to any type of tie so that the 

observation on one subject may be connected in some way to an observation on the other.)  Also, you 

need to ensure that (b) there is no relationship between an observation in one group and an observation 

in another group.  If there are such ties, you will need to account for them with a different analysis.  As 

an example, the paired t-test accounts for the direct pairing (the relationship in question) with an 

analysis that differs from the independent case. 

 

For the constant variance assumption you must check that the variabilities within the groups do not 

differ too much.  In the reaction time-auditory stimulus example, the sample variance for the older age 

group (10.2) is notably larger than the sample variances for the other two groups (3.9 and 4.3, 
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respectively).  Since the group sample sizes are quite small, such differences will not be significant.  

However, as part of a complete analysis, this assumption should be tested.  (There are fairly 

straightforward approaches --- here the Levene’s Test is recommended; we will not pursue this here.) 

 

Relationship Between ANOVA and t-tests 

The ANOVA F-statistic and the t-statistic both summarize how much difference there is among sample 

means relative to differences within groups expected by chance.  The F-statistic is based on squared 

differences (variances) while the t-test is based on the square of these differences. When you have a 

single factor design experiment with only two groups, the relationship between F and t can 

mathematically be expressed as: 

 

F = t2 

Pretty neat, huh?            

 

 

 

ANOVA: 2-Factor Design (2-Way ANOVA) 

 
Sometimes in biological studies, we wish to study the effects of two (or more) different factors (e.g. 

experimental conditions, groupings of subjects, etc.) in the same study.  In fact many (if not most) 

biological studies are aimed at comparing the joint effects of multiple factors.  As an example, look at 

the data given below: 

   
Reaction Time  
(age 18-25; ms) 

Reaction Time  
(age 26-33) 

Reaction Time  
(age 34 and over) 

*17 *21 *25 
16 *19 31 
15 17 32 
*19 *16 28 
*20 20 *29 
19  *24 

*female subject 

 

These data are the same as those used in the single-factor ANOVA example above, but now you have 

an additional factor --- the gender variable.  If you wanted to examine how reaction times varied 

among men and women in these three age categories, you will need to use a two-factor design 

because you have two predictor variables: age and gender.  

 

As in all designed studies, it is important to recognize that “the analysis follows the design”.  In the 

case considered here, the investigator was interested in determining the effects of age and gender on 

reaction time. 

 

Here we restrict our attention to the analog of the independent-sample design (as we did with one-way 

ANOVA).  A design with two experimental factors can be conducted in a “blocked” fashion but this 

becomes more complex and will not be considered here. 

 

2-Way ANOVA Example: Yeast Beta galactosidase data 

In Biocore 384 lab, the yeast signal transduction research projects often involve two independent 

variables, the presence of alpha factor mating pheromone and a treatment of your choice such as 

environmental temperature.  You will try to determine the joint effects of your treatment and 

presence/absence of the alpha factor by measuring dependent variables such as qualitative (categorical) 

shape counts (reported as %shmooing, %budding, and %unbudded), and quantitative, continuous 
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Miller units (representing mating gene transcription as measured by Beta galactosidase activity).  How 

do we deal with all of these data? 

 

Let us begin with response data that are continuous.  We will consider applying a 2-way Anova 

analysis.  Here are a number of assumptions required to perform such an analysis.  These will be 

discussed below.   An example are the data you collected from the Beta galactosidase assay. Imagine 

that you wish to assess whether yeast mating gene transcription in the presence of alpha factor is 

dependent on environmental temperature in a different manner than in the absence of alpha factor.    

Perhaps, you may hypothesize that, in the presence of alpha factor, the Beta galactosidase activity 

(measured in Miller units) in haploid “a” type cells will decrease as temperature increases from 4 to 37 

ºC, as compared to “a” cells with no alpha factor exposure at these temperatures.  The 2-Way ANOVA 

Model is a suitable analytical tool since we have 2 independent (“predictor”) variables (environmental 

temperature and alpha factor presence) and one continuous dependent variable (mating gene 

transcription as measured by Beta-gal activity). 
 

We will refer to environmental temperature as Factor 1, and presence or absence of alpha pheromone 

as Factor 2.  The 2-factor ANOVA null hypothesis has three potential null (H0) hypotheses: 

 

H0 #1: Main effect of Factor 1 

Ex: There is no overall average difference in the mean mating gene transcription (as measured 

by Beta galactosidase activity) in yeast cells due to temperature for temperatures varying from 

4 to 37 ºC, *regardless of the presence of alpha factor.  

 

H0 #2: Main Effect of Factor 2 

Ex: There is no overall average difference in the mean mating gene transcription (as measured 

by Beta galactosidase activity) in yeast cells in the presence of alpha factor as compared to cells 

with no alpha factor exposure, *regardless of environmental temperature. 

 

H0 #3: Interaction of Factors 1 and 2 

Ex: No interaction exists between environmental temperature and presence/absence of alpha 

pheromone.  

 

An interaction would exist if the effect of temperature on yeast mating gene transcription is different --

- perhaps stronger --- in the presence of alpha factor as compared to no alpha factor.  It is important to 

note that if the hypothesis of no interaction is rejected, then you must conclude that both of the 

experimental factors are statistically important regardless of the results of the tests for the main effects.  

A main effect test only considers whether the effect of that factor --- averaged over the levels of the 

other factor --- is significant.  If the interaction test results in significance you know that the effect of 

either factor is different for different levels of the other factor. 

 

To better understand these three null hypotheses, examine these two online resources: 

     This YouTube video uses animations to explain the 2-factor ANOVA test. 

https://www.youtube.com/watch?v=1L5p2fkYklI 

This website from the University of Washington allows you to toggle between bar graphs 

and interaction plots to demonstrate main vs. interaction effects. 

http://courses.washington.edu/smartpsy/interactions.htm 

 

 

https://www.youtube.com/watch?v=1L5p2fkYklI
http://courses.washington.edu/smartpsy/interactions.htm
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Your experimental hypotheses address predicted differences in the dependent variable (mating gene 

transcription as measured by Beta galactosidase activity) for each factor (environmental temperature 

and alpha factor presence), directionally or non-directionally, as well as an interaction between the 

factors.  We wish to see:  

 if there is a net alpha factor effect averaging over temperature 

 if there is a net effect of temperature on the assay averaging over the 2 levels of alpha factor 

 if the temperature effects are different for the two levels of alpha factor. 

 

 

2-Way ANOVA Assumptions 

These are the assumptions that should be met in order that a 2-Way ANOVA analysis is valid: 

1. The data from each of the combinations of factor levels are statistically independent from the 

other data from that combination and from the data from all other combinations. 

2. Population variances for each combination are equal.  

3. The populations corresponding to each combination must be approximately normally 

distributed (check this by looking at whether sample data are more or less normally 

distributed).  

 

(Sometimes a fourth assumption is added.  This is that the model you are using to analyze the data --- 

2-way ANOVA --- is consistent with the data you generated.  There are various ways in which data 

could be generated for this yeast Beta galactosidase example, some of which will require different 

types of analysis.  -----  Another issue to consider in such analyses is the robustness of the statistical 

procedure.  A procedure is robust is it is not overly sensitive to departures from the assumptions.  The 

2-way ANOVA test is fairly robust to non-normality.  Thus, if the data are not heavily skewed, the 

procedure will work well.  It is a bit robust to the equal variance assumption.  Thus some modest 

differences in variances among the combinations can be tolerated.  However, there is very little 

robustness against departures from independence.  Your data must satisfy the independence 

assumptions or the results of the test will not be valid.) 

 

2-Way ANOVA: An Example  
Imagine you’ve collected the following Miller Unit data on yeast cells incubated at a temperature of 

4C, 22C, or 37C (Factor 1) in the presence and absence of alpha pheromone (Factor 2). You enter 

the data into an Excel spreadsheet like this:  
 

Notice how these data are organized: the temperature 

factor is along the top in columns, and the 

presence/absence of alpha pheromone is presented in 

rows.  

 

As always, it is good practice to plot the data to spot 

trends, before running statistical tests.  First calculate 

the average Miller Unit value for each temperature, 

with and without alpha factor.  Then plot Miller Units 

vs. temperature on an xy-plot as shown below.  Here 

the temperature factor is plotted on the x-axis, while 

the presence/absence of alpha factor is depicted by two different data series (see legend). The 

dependent variable, Beta galactosidase activity, is plotted on the y-axis.   

 4 °C 22 °C 37 °C 

with alpha factor 268 1500 3000 

 364 1800 3500 

 158 2100 3800 

 266 1900 3600 

 260 2000 3200 

without alpha factor 198 205 144 

 200 251 238 

 162 154 239 

 272 159 142 

 166 249 240 
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Based on this plot, do you think the effect of alpha factor is dependent on temperature? Or, perhaps, do 

you believe that the effect of temperature depends on presence or absence of alpha factor?  A plot like 

this one provides strong support for “yes” answers to both questions.  The fact that the two lines are 

not parallel suggests an interaction between the factors.  (A plot like this one is often referred to as an 

“interaction plot”.) 

 

To run a 2-Way ANOVA using Excel, go to Tools  Data Analysis  Anova: Two-Factor WITH 

Replication  OK 

 

For INPUT RANGE, highlight the data table, including the column and row headings, so that the 

highlighted portion looks like this table. For ROWS PER SAMPLE, use 5 (because there are 5 

replicates per treatment). ALPHA value should be 0.05. Select your output location and then OK.  

Your output should look like this: 
 

Anova: Two-Factor With Replication     
       

SUMMARY 4 °C 22 °C 37 °C Total   

with alpha factor           

Count 5 5 5 15   

Sum 1316 9300 17100 27716   

Average 263.2 1860 3420 1847.733   

Variance 5317.2 53000 102000 1825419   

       

without alpha factor           

Count 5 5 5 15   

Sum 998 1018 1003 3019   

Average 199.6 203.6 200.6 201.2667   

Variance 1946.8 2189.8 2765.8 1975.21   
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Total          

Count 10 10 10    

Sum 2314 10318 18103    

Average 231.4 1031.8 1810.3    

Variance 4352.044 786656.8 2925600    
       

       

ANOVA       

Source of Variation SS df MS F P-value F crit 

Sample 20331394 1 20331394 729.5099 1.78E-19 4.259675 

Columns 12465425 2 6232713 223.6357 3.04E-16 3.402832 

Interaction 12449212 2 6224606 223.3448 3.09E-16 3.402832 

Within 668878.4 24 27869.93    

       
Total 45914910 29         

 

This ANOVA table can be interpreted similarly to the Single Factor ANOVA table in the previous 

section. The “Sample” row in the “ANOVA” table refers to the presence or absence of alpha factor. 

The “Columns” row refers to the temperature factor. The respective F and P-values for these rows can 

be used to test the first two null hypotheses (testing the main effects), as described above.  

 

Note that one additional row is present, labeled “Interaction”, with an F-value of 223.3.  The p-value of 

3.09 x 10-16 is much less than 0.05, so we have good evidence of a meaningful interaction between the 

environmental temperature and the presence of alpha pheromone. In other words, the presence of one 

factor, temperature, affects a second factor.  

 

In this particular set of data, we can reject all three null hypotheses and conclude that: 

 There IS a net alpha factor effect averaging over temperature 

 There IS a net effect of temperature on the assay averaging over the 2 levels of alpha factor 

 The temperature effects are different for the two levels of alpha factor. That is, there IS an 

interaction.  

 

(Again, even if either or both of the Main effect tests had been non-significant, the significance of the 

interaction would make clear that both factors are important!) 

 

Let’s reexamine our original plot, to see if the statistical output makes sense: 

 

1. Main effect of alpha 

factor: The average 

Miller Unit for the blue 

line (with alpha factor) is 

higher than the average 

value for the pink line 

(without  alpha). 

2. Main effect of 

temperature: From the 

plot we can see that, 

averaging values from 

the blue and pink lines, 

Miller Units increase 

from 4 to 22 to 37°C. 
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3. Interaction: Clearly the effect of temperature is very different for the two cases: presence or 

absence of alpha factor.  

 

Because there are more than two levels of the temperature variable, you might carefully choose a post-

hoc t-test to further explore the data. The cautionary comments provided in the section on one-way 

ANOVA are also important here. 

 

Interaction Plots  
Plots showing parallel or nearly parallel lines normally indicate no interaction between the two 

independent variables.  The two lines are not parallel in this case. This is fully consistent with the 

finding of a significant interaction between temperature and alpha factor presence.  

 

Let us reemphasize a point made earlier.   It can be possible to “accept” either or both of the first two 

statistical null hypotheses (for no main effects) but “reject” the null for no interaction. Thus, it is very 

important to note that a failure to reject the null hypothesis of a main effect --- for example that there is 

no main effect of temperature --- does not necessarily imply that the factor underlying the main effect 

is unimportant.  

 

Pause and Ponder: How would the raw data look if there were no effect of temperature on the 

response to alpha factor?  What would your 2-Factor ANOVA output look like?  What would your 

interaction plot look like?   

 

Reporting the results of a 2-Way ANOVA test 

When reporting 2-Way ANOVA test results, address all 3 null hypotheses.   Provide the values for 

each F-ratio --- with the main effect or interaction degrees of freedom first and the Within-groups 

degrees of freedom second in parentheses ---  and then give the p-value. Using the sample data set 

above, here are examples for reporting 2-Way ANOVA results for a research paper and a more concise 

summary for a research poster: 

 

Example for a research paper 
“There was a significant main effect of temperature (F(2,24)=223.6, p <0.001) and alpha factor 

(F(1,24)=729.5, p<0.001) on mean mating gene transcription (as measured by Beta galactosidase 

activity) in yeast cells.  There was a significant interaction between alpha factor and temperature, 

F(2,24)=223.3, p<0.001.  The plot of the data shows that the effect of alpha factor on mating gene 

transcription (as measured by Beta galactosidase activity) in yeast cells is not seen at 4○C, but is 

evident at 22○C and 37○C.  The Beta galactosidase activity appeared to increase approximately 

linearly with temperature with the alpha factor present but was unaffected by temperature with alpha 

factor absent. 

 

Example for a research poster 
“There was a main effect of temperature, (F(2,24)=223.6, p <0.001) and a main effect of alpha factor 

(F(1,24)=729.5, p<0.001) on Beta galactosidase activity.  There was a significant interaction between 

alpha factor and temperature, F(2,24)=223.3, p<0.001.”   
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Chi-Squared Test for Goodness of Fit  
Chi-squared (X2) tests for goodness of fit are appropriate when you have categorical data that can be 

thought of as counts of the number of data points within each category.   An example would be the 

number of individuals for each phenotypic category resulting from genetic crosses.  The relative 

number of counts within a category can be considered as a proportion.  We often want to compare 

these experimental proportions to some expected model based on previous research and/or logical 

reasoning. Using a chi-square test provides us with the probability of getting results that deviate from 

expectations by as much as we have observed by chance alone --- the p-value --- if the model is 

correct.  

 

The first step is to determine the expected values within each category based on the proposed model.   

This step requires real biological understanding. Imagine that we are interested in the inheritance of 

two pea seed characteristics, color and texture. We assume that two unlinked autosomal genes affect 

these seed characteristics, and that there are two alleles at each locus, with complete dominance in both 

cases.  We perform a dihybrid cross and sort 400 randomly chosen F2 generation peas into one of four 

phenotypic categories: round & yellow; wrinkled & yellow; round & green; and wrinkled & green. The 

observed counts for each of these categories are summarized in the table below. 

Pea Seed Phenotype 
(category) 

Observed # Peas 
(counts) 

 

Round, Yellow 

 

218 

 

Wrinkled, Yellow 

 

80 

 

Round, Green 

 

72 

 

Wrinkled, Green 

 

30 

Totals 400 

 

The next step is to calculate the counts of pea seeds in each category we would expect if our genetic 

assumptions are correct (unlinked autosomal genes, two alleles/locus, and complete dominance).  The 

expected pea seed counts, based on expected phenotypic ratios, are shown in the third column below. 

Pea Seed Phenotype 
(category) 

Observed # Peas 
(counts) 

Expected # Peas 

 

Round, Yellow 

 

218 

 9 (400) 

16         = 225 

 

Wrinkled, Yellow 

 

80 

 3 (400) 

16           = 75 

 

Round, Green 

 

72 

 3 (400) 

16           = 75 

 

Wrinkled, Green 

 

30 

 1 (400)  

16           = 25 

Totals 400  

 

To perform the chi-squared test, we compare the numbers of individuals observed in each category 

with the numbers expected.  It is numbers of individuals that are used in the computations, not the 

ratios.  (X2 takes the sample size into account.)  The deviations are squared and then divided by the 

expected values, giving the chi-squared statistic (X2). 

 X2 = the sum over all classes of (observed - expected)2  

                   expected 

 X2 =  Σ  (O - E)2  

         E 

The complete table below shows the calculation of the X2 value for our example pea seed data. 
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Example: Chi-Squared Test for Goodness of Fit: Dihybrid Cross 
Model: Two unlinked autosomal genes that affect pea seed characteristics, two alleles at each locus, complete 

dominance in both cases.  Degrees of Freedom: 3.  Data for F2 Generation: 

 

Phenotype 
 

Observed 

 

Expected 

(O - E)2 

E 

 

Round, Yellow 

 

218 

 9 (400) 

16         = 225 

 

0.22 

 

Wrinkled, Yellow 

 

80 

 3 (400) 

16           = 75 

 

0.33 

 

Round, Green 

 

72 

 3 (400) 

16           = 75 

 

0.12 

 

Wrinkled, Green 

 

30 

 1 (400)  

16           = 25 

 

1.00 

Totals 400  ∑ =  1.67 = X2 

 

The null hypothesis (Ho) for a chi-squared test is that the frequency distribution of proportions for the 

observed population is the same as that for the expected population frequency distribution.   

 

The next step is to determine the degrees of freedom.  The degrees of freedom is the number of 

“independently variable” categories that exist.  In many examples (those for which the categories 

describe possible outcomes for a single factor) this is equal to one less than the total number of classes.  

For example, if there are two pea seed color categories, colored and colorless, only one of them is 

independently variable: once we know the number of colored seeds for a particular sample size, we 

also know the number of colorless seeds (because the sum of the counts in the two categories must 

equal the total sample size).    Therefore, the degrees of freedom in this example is one.  
 

The final step in the application of the chi-squared test is to look up the calculated chi-squared value 

and the degrees of freedom on a chart such as the one below and determine the probability value (p-

value).  This value is the probability that chance alone could account for a deviation as large as or 

larger than that observed, if the null hypothesis is correct.  As noted-above, this is the p-value for the 

chi-squared test.  If the p-value is high, the data are considered to be in agreement with the null model.  

(Note that this does not prove that the model is correct, it merely fails to offer evidence against it.)  If 

the p-value is low, the deviation most likely is not due to chance and the data do not support the null 

model.  

 

We have to decide how low a p-value we will accept before rejecting the null model.  In biology, the 

most common threshold is 5%.  If the p-value is less than 0.05, the difference is considered to be 

"significant," and if it is less than 0.01, it is considered to be "highly significant."  P-values in these 

ranges usually cause us to reject our null model.  (However, continuing to reject hypotheses at the 5% 

level means that we will reject a correct null hypothesis 5% of the time.)   

 

Chart of X2 and Critical Values 

To use the chart below, find the appropriate degrees of freedom in the far left column. Note the critical 

value indicated for the associated degrees of freedom. (We will typically use 0.05 probability and 

associated critical values). Critical values are points where differences between expected and observed 

values are not likely to occur by random chance, but rather due to true differences in the populations. If 

the critical value is higher than your calculated X2 value, then there is no statistically significant 

difference between your observed and expected values. If the critical value is lower than your 

calculated X2 value, then there is a statistically significant difference between your observed and 

expected values. 
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 Critical Values 

Probability of a larger value of X2 

  Degrees of Freedom 0.1 0.05 0.01 

1 2.71 3.84 6.63 

2 4.60 5.99 9.21 

3 6.25 7.81 11.34 

4 7.78 9.49 13.28 

5 9.24 11.07 15.09 

Selected entries from Gomez, & Gomez  (1984) 
 

For our pea seed example, the probability of obtaining a X2 value of 1.67 is between 0.75 and 0.5 (df = 

3).  Deviations as great as this or greater would be expected by chance 50-75% of the time.  Because 

this p-value is not less than 0.05, we do not reject the null model. 
 

 

Chi-Squared Test of Independence 
Similar reasoning can be used to perform the the Chi-Squared Test of Independence although the 

structure of the data and the interpretation of the results are different from the above.  In such cases we 

view the categories as representing a cross-classification of data with two factors.  

 

Example data set 

Let’s revisit an example from a Biocore 384 lab yeast data set in which there are two experimental 

variables (e.g., +/- alpha factor and +/- experimental treatment).   The response variable is the shape 

category for each yeast cell.  The form of the data will be the number of observations for each category 

defined by an experimental type and a shape category.  (Refer to Table 3 below to see the form of the 

data to which the chi-squared test will be applied.)     This test will allow you to examine whether the 

proportion of yeast cells of each shape type differ across the different combinations of environmental 

temperature and alpha factor.   You hypothesize that lowering environmental temperature to 4°C will 

affect the proportion of unbudded yeast cells if alpha factor is present for 90-120 minutes, differently 

than at a temperature of 30°C.  

 

You collect the following data on yeast cell shape (out of 100 counted per 20µl sample) incubated at a 

temperature of 30C in the presence and absence of alpha pheromone:  
 

Table 1: Cell shape data for cells grown at 30C 

Cell 

Shape 

Replicate 

1  

(- alpha) 

Replicate 

2  

(-alpha) 

Replicate 

3 

(- alpha) 

Replicate 

4  

(-alpha) 

Replicate 

1  

(+ alpha) 

Replicate 

2  

(+ alpha) 

Replicate 

3 

(+ alpha) 

Replicate 

4  

(+ alpha) 

unbudded 44 38 39 42 22 15 19 20 

budding 56 62 59 57 3 5 3 1 

shmooing  0 0 2 1 75 80 78 79 

 

Here are the yeast cell shape data (out of 100 counted per 20µl sample) incubated at a temperature of 4C in the 

presence and absence of alpha pheromone: 

 

Table 2: Cell shape data for cells grown at 4C 

Cell 

Shape 

Replicate 

1  

(- alpha) 

Replicate 

2  

(-alpha) 

Replicate 

3 

(- alpha) 

Replicate 

4  

(-alpha) 

Replicate 

1  

(+ alpha) 

Replicate 

2  

(+ alpha) 

Replicate 

3 

(+ alpha) 

Replicate 

4  

(+ alpha) 

unbudded 85 80 77 79 78 74 68 76 

budding 15 19 23 19 12 18 17 12 

shmooing  0 1 0 2 10 8 15 12 



34  

 

  
Because the yeast cell shape counts are not measured from a continuous scale, it is appropriate to use 

the Chi-Squared Test of Independence test.   The essential question to address here is whether cell 

shape is dependent upon the combination of treatment combinations (-alpha/30C, +alpha/30C, -

alpha/4C, + alpha/4C).     

 

The null hypothesis for this test is that yeast cell shape is independent of treatment. In other words, 

the null hypothesis is that yeast cell shape proportions for each combination of +/-alpha and 

temperature are the same (not statistically different).  The alternative hypothesis is that yeast cell 

shape is dependent on the combination of +/- alpha factor and temperature (30C or 4C).   

 

To do the Chi-Square test of independence, we first need to consolidate the data table by summing the 

individual observations for all replicates for each combination of +/-alpha and temperature (Table 3). 
 

Table 3 Consolidated Observed Data 

Treatment combination Mean # 

unbudded cells 

Mean # budding 

cells 

Mean # shmooing 

cells 

-alpha/30C 163 234 3 

+alpha/30C 76 12 312 

-alpha/4C 321 76 3 

+alpha/4C 296 59 45 

 

Before running any statistical analysis, it’s important to graph your data to get a sense of any trends 

that the statistics are evaluating.  If we make pie charts from the consolidated data in Table 3, we can 

look at cell shape trends for each combination of +/-alpha and temperature (n=400 cells for each): 

 

     
 

no alpha 30 degrees

# unbudded
cells

# budding cells

# shmooing
cells

plus alpha 30 degrees

# unbudded
cells

# budding cells

# shmooing
cells

Before we consolidate these data for a chi-squared analysis, look carefully at the 4 replicates for 

each treatment group category (-alpha/30C, +alpha/30C, -alpha/4C, + alpha/4C).  Are the 

replicates more or less consistent?  This data set appears to have relatively consistent data within 

replicate groups, so computing a mean value for each treatment category is appropriate.  If this 

were not true, think about whether you treated all of your replicates equivalently (e.g., were they 

all exposed to alpha factor for an equivalent amount of time?  Were they all contained in the same 

volume of broth?) If one replicate is very different than another, you will need to consider the 

reason for those differences and think carefully about whether to include the data in your analysis 

(discuss with instructor).  If variation is too great between all replicates, it may call the entire 

experiment into question. 
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From these graphs, several observations can be made: 

 in the absence of alpha factor, the colder 4C temperature increases the proportion of unbudded 

cells as compared to the nearly equivalent proportions of unbudded:budded cells seen at 30C. 

 At 30C, the presence of alpha factor decreases the proportion of budding and unbudded cells, 

while increasing the proportion of shmooing cells, as compared to cell grown at 30C with no 

alpha factor. 

 At 4C, in the presence of alpha factor the proportion of unbudded cells is much higher as 

compared to cells grown at 30C.  The proportion of shmooing cells at 4C, in the presence of 

alpha factor is much smaller than the proportion of shmooing cells grown at 30C with alpha 

factor. 

 

Graphically we thus have evidence that yeast cell shape is indeed dependent on treatment combination. 

Let’s see if the results of a Chi-Square test of Independence support this conclusion.  We first use all of 

these data to compute an expected value for each cell in the table.  The formula for this expected value 

or Eij is: 

Eij = expected number of measurements = (row i total)(column j total) 

           n 

Table 4 shows the row and column totals as well as the total number of measurements (n) for our 

observed data: 
 

Table 4 Consolidated Observed Data with row & column totals 

Treatment combination Mean # 

unbudded cells 

Mean # budding 

cells 

Mean # shmooing 

cells 
TOTALS 

-alpha/30C 163 234 3 400 

+alpha/30C 76 12 312 400 

-alpha/4C 321 76 3 400 

+alpha/4C 296 59 45 400 

TOTALS 856 381 363 1600 

 

Now we have to calculate expected values for each cell.  For example, to calculate the expected value 

for the first cell in the first row (E11):  

 

E11 =  (row 1 total)(column 1 total)  =  (400)(856)  =   214 

   n           1600 

 

Table 5 shows these expected values: 
 

 

 

no alpha 4 degrees

# unbudded
cells

# budding cells

# shmooing
cells

plus alpha 4 degrees

# unbudded
cells

# budding cells

# shmooing
cells
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Table 5  Consolidated Expected Data with row & column totals  

Treatment combination Mean # 

unbudded cells 

Mean # budding 

cells 

Mean # shmooing 

cells 

TOTALS 

-alpha/30C 214 95.25 90.75 400 

+alpha/30C 214 95.25 90.75 400 

-alpha/4C 214 95.25 90.75 400 

+alpha/4C 214 95.25 90.75 400 

TOTALS 856 381 363 1600 

 

Calculating the chi-square statistic (X2): 

 

X2 = the sum over all classes of (observed - expected)2  

           expected 

 X2 =  Σ│ (Oij - Eij)
2  │  

         Eij 

 

Degrees of freedom = (#rows-1)(#columns-1) 

 

The degrees of freedom for our sample data are:  df = (#rows-1)(#columns-1) = (3)(2) = 6 

 

The observed and expected data tables above are used to calculate the chi-square statistic: 
X2 =  Σ  (O - E)2  

       E 
X2 =  (163-214)2 + (234-95.25) 2 + (3-90.75) 2 + (76-214) 2  +  (12-95.25) 2 + (312-90.75) 2   +  (321-214)2 + (76-95.25) 2  

214         95.25    90.75          214    95.25            90.75             214      95.25            

   

 

+ (3-90.75) 2 +  (296-214)2 + (59-95.25) 2 + (45-90.75) 2 

       90.75  214         95.25    90.75         

 

=  12.2 + 202.1 + 84.8 + 89 + 72.8 + 513.9 + 53.5 + 3.9 + 84.8 + 31.4 + 13.8 + 23.1 =  1185.3 

  

The critical value for the chi-square statistic in found in the same table used for the Chi-Square 

Goodness of Fit test above. Assume that the acceptable Type I error rate is α = 0.05. 
  

For our example, the critical value for X2 is 12.59    
 

Conclusion: we can reject our null hypothesis (that yeast cell shape is independent of treatment 

combination) because our chi-square value of 1185.3 is much greater than the critical value of 12.59.  

We thus have good evidence to conclude that yeast cell shape is dependent on the 4 treatment 

combinations of +/- alpha factor and temperature.  Specifically, the pie charts do indicate that the effect 

of alpha factor on cell shape is different at 4C as compared to 30C. If the initial Chi-squared test of 

independence shows a significant treatment effect, follow up with carefully chosen pair-wise Chi-

Square tests.   
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PART 3: Using Excel for Data Analysis and Reporting 

 

We will use Microsoft Excel to organize and analyze data in Biocore. If you use a different spreadsheet 

program, you will need to figure out how to manipulate data, run functions and create graphs on your 

own.  Disclaimer: We attempt to represent the most recent version of Excel in our notes and 

instructions below, however, the software field moves much more swiftly than we do. Therefore, 

instructions and screenshots may look a bit different from what you see on your version of Excel.  
 

In Biocore you will use the "Data analysis" option within Excel for data analysis and graphing 

functions.  To do this, open Excel and select the “Data” tab.   If you have a PC computer (NOT Mac) 

the Data Analysis tool it will be in the upper right corner of your spreadsheet.  If the Data Analysis tab 

is not shown, you need to add in the Data Analysis Tool Pak.  To do this, click on the File button in the 

upper left corner of your screen, then select Options.  Select "Add-Ins" from the list on the left.  

Highlight the "Analysis ToolPak" option, then click on "Go." 

 

Significant Digits 

The number of significant digits in data cells should be no greater than the number of significant 

figures in the data point(s) with the least number of significant figures.  For example, the mean of 1.47, 

1.33 and 1.4 should be reported as 1.4.   The same convention is used when reporting the standard 

deviation and standard error of a sample.  You can use the "decrease decimal" icon in the upper right 

of the Excel tool bar to do this. 
 

 

Sorting, Transposing, and Arranging Data 

Sort Data 

To sort data from least to greatest choose (Data-->Sort).  Data can also be arranged according to your 

unique variable categories (e.g., gender, chronological time, etc.) 

 

Transpose Data 

If you want to convert columns of data into rows (vertical  horizontal, or vice versa): 

- Insert a new worksheet using the Insert toolbar. 

- Select the section of data that you want to convert, then click the copy icon 

- Select the upper-left cell of the area to begin where you’ll paste the converted data. 

- From the Edit toolbar, choose Paste Special, then check the box next to Transpose. 

 

Scrolling in large spreadsheets 

 If you want to scroll down a page while keeping the same row or column headers visible: 

- Select the row just below the row(s) containing the headers. 

- From the Window toolbar, choose Freeze Panes. 

- To keep column(s) visible, select the column immediately to the right of the headers, and again 

choose Freeze Panes.  

 

Repeat formula 

If you want to use the same formula on cells adjacent to where you entered a formula: 

- Select the cell containing the formula. 

- Click on the little square in the lower right side of that cell, and drag the mouse (while holding down 

the button) to the cells where you want to copy the same formula. 

- Note: Notice that the formulas will automatically adjust to their new positions by using the cells 

adjacent to where you originally typed the formula.  However, if you want the formula to continue to 

refer to one particular cell, type a $ in front of the cell address (e.g., $B$2).  You can also put a $ sign 
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in front of just the column (e.g., $B2) if you want the formula to refer to the same column but update 

the row as you copy the formula (or vice versa for rows and columns). 
 

Calculating Mean, Standard Deviation & Standard Error 

To calculate the mean of a series of data type =AVERAGE (data set cell range) into an empty cell in 

which you wish your mean to appear. To calculate the standard deviation of a data set, first click on an 

empty cell in which you want the standard deviation to be displayed and type =STDEV(data set cell 

range). Alternatively, you can choose the function STDEV (standard deviation) from the function 

menu and then click on the Input Range icon to select the range of data to be analyzed. Because there 

is no function to calculate standard error, you'll have to choose another empty cell and type in the 

formula yourself as: = (calculated standard deviation)/ SQRT (sample size) 

You can check your calculated SD and SE values against those generated in a summary statistics 

output file.   

 

Descriptive (Summary) Statistics 

To have Excel compute summary statistics, choose the Data tab and then click on “Data Analysis.”  

Choose “Descriptive Stats” and then “OK” from the menu which appears.  Check the "labels in first 

row" box to keep your column headings.  Also check "summary statistics" and “confidence levels for 

mean, 95%.”  To find out the mean, median, mode, variance, range, standard deviation, and standard 

error for a particular variable, click on the Input Range icon and select the appropriate column.  Your 

output will be placed on a new worksheet by default, or you can choose the Output Range. Click "OK."    

(Pause & Ponder: Is the mean reported a sample mean or a population mean?)   
 

Histograms 

To generate histograms (PC computers only) choose the Data tab and then click on “Data 

Analysis.”  Choose “Histogram” and then “OK” from the menu which appears.  You can set the 

numerical data ranges or “Bins” yourself or let Excel generate them automatically.  For example, a Bin 

column containing the numbers 3, 6, and 9 will generate a histogram showing the frequency of data 

points falling within the 0-3, 4-6, and 7-9 ranges.  A general rule of thumb for the number of bins in 

your histogram is to set the #bins = square root of your sample size. 

To set your own Bins, create a new column in your spreadsheet that defines the maximum values 

for each data range. After selecting the histogram option, choose “Bin range” and then highlight the 

numbers in the Bin column. After the histogram appears, make it bigger to examine your data more 

closely.  Do your data appear to be approximately normally distributed?  What numerical ranges do 

most data points fall into? How does the histogram look when you change the Bin values?  (To modify 

a graph once it's been generated, select the graph, then double click on the area you'd like to edit.) 

 

 

Bar graphs or Line Graphs 

 Enter labels for each condition into cells along a row 

 Below each label in a column, type in the grouping or mean for that condition 

 If you have calculated a measure of variation (standard deviation or standard error) enter the 

values in either a separate column or in a row under the mean values for each of your variables. 

 Highlight the block of cells that includes all labels and means  

 Click the “Chart Wizard” button or select “Chart or Line” from the “Insert” menu 

 Select the vertical “column”  bar graph (2D Column Clustered Column); avoid using three 

dimensional graphs, they are generally more difficult to read 

 You should see your chart appear in your worksheet 

 If you want to add another series of bars, highlight your chart by clicking on it once, and select 

‘Add Data’ under the ‘Chart’ menu.  
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 Working within the ‘Add Data’ input screen highlight the new series of data you would like to 

add to your chart. 

 You should see a second set of columns added to your graph. 

 Double clicking on any element of the graph to view a dialog box for reformatting or 

customizing the format of your graph.   

 Save ink by making the background of your graph white.  To do this, double click on the 

default gray background so that the “Format Plot Area” box appears, click on the white box, 

and then click on ‘ok’.  

 Try displaying your bar columns and lines with different colors and textures.  If you do not 

have access to a color printer, you'll need to think about how to best display your data in black, 

white and gray tones.   

 

 

Generating a graph with error bars 
Calculating Mean, Standard Deviation & Standard Error 

 

To calculate the mean:  

1. Type =average( into target cell and 

then highlight the data range you wish 

to find the average of.   

2. Close the parenthesis and hit enter. 

 

 

 

 

 

 

 

To calculate the standard deviation: 

1. Type =stdev( into target cell and then 

highlight the data range you wish to 

find the standard deviation of. 

2. Close the parenthesis and hit 

enter. 

 

 

 

 

 

To calculate standard error: 

1. Type =( and then highlight the cell 

with your calculated standard 

deviation. 

2. Then divide by the square root of the 

number of replicates (in this case its 

/sqrt(3) ). 
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Generating Bar Graphs with Error 

Bars: 

 

1) Highlight the mean values and 

associated labels. Click on Charts and 

select the appropriate 2D column graph 

for your data. Excel will automatically 

create a column bar graph. 

 

 

 

 

 

2) Double click on the border of your 

graph to bring up a formatting menu. Click on Error Bars- Both, Cap and Custom—indicating that you 

want to use the custom standard deviation or standard error values that you calculated.  
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3) Click on the series tab next to the Positive Error Value and highlight ALL THREE standard error 

values in your spreadsheet (H2-H4).Then click on the series table next to the Negative Error Value and 

highlight ALL THREE standard error values in your spreadsheet (H2-H4). Click OK and 

voila…standard error bars!  
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Overlaying Another Set of Data 

1) Once you have entered and calculated means, standard deviation and standard error for the second 

set of data you would like to overlay, go to the Excel menu bar and select Chart and Source Data.  
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

2) Click on Add and Name new series (e.g. Forbs), and then click on series tab to highlight new mean 

values to add to chart. 
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4) To add error bars to the new series, double click in the center of one of the new bars (this will 

highlight all bars in that series- here all red bars are highlighted). Go through the same process of 

selecting Custom Standard Error bars as instructed above.  
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Scatter Plots 

At some point you may want to look at how change in an independent continuous variable affects a 

dependent variable (e.g., how increases in external room temperature affect heart rate).  An XY scatter 

plot is useful for depicting such relationships. In Excel, choose the Insert tab, then click on the 

“Scatter” icon.  Select “All Chart Types” from the bottom of the drop down menu, then “X Y 

(Scatter)”.  Edit your graph such that your data points fill the entire graph area, axes are appropriately 

labeled, etc...  Keep in mind that any charts you insert into your research papers this semester will have 

figure legends, and thus will not need titles.  You should, however, insert titles on charts used in oral 

presentations and posters. 

 

 

Independent samples t-test 

To have Excel compute the t-statistic, select the Data tab, then click on Data Analysis.  From the drop-

down menu, you can either choose “t-test: Two Sample Assuming Equal Variances” or “t-test: Two-

Sample Assuming Unequal Variances”.   In this class we are assuming that you have verified the 

assumption of equal variances by the ratio test, and so you should choose the "Assuming Equal 

Variances" option. 

 

Paired (repeated measures) t-test 

To have Excel compute the paired t-statistic, select the Data tab, then click on Data Analysis.  From 

the drop-down menu, select “t-test: Paired Two Sample for Means”.   
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PART 4: Graphing Two Sample t-test Results 
 
Graphs depicting the results of your t-test analyses are a convincing way to convey your research findings.  Here 

we present some examples and suggestions for making graphs that are accurate and descriptive.  We start with 

some hypothetical data from a study comparing the average heart rate of 11 women and 12 men after five minutes 

of stair-stepping.  Table 1 shows the data in an Excel spreadsheet (heart rate (HR) in beats per minute (bpm). 

 

 
Female HR 

(bpm) 
Male  HR 

(bpm) 

 98 89 

 96 97 

 97 91 

 105 94 

 86 100 

 100 95 

 97 99 

 95.0 107.0 

 99.0 96.0 

 80.0 95.0 
 94.0 102.0 

  96.0 

n 11 12 

Mean 95.2 96.8 

SD 6.8 4.8 
SE 2.1 1.4 

 
First, take some time to familiarize yourself with the raw data!!  Always generate a histogram of your raw data 

to see whether your values are more or less normally distributed.  You should also generate “descriptive statistics” 

output for each column of data to get a feel for central tendency and variability.  

 

If all of the assumptions for t-tests have been met, have Excel run an independent samples t-test.  Table 2 shows 

the output for these data: 

 

t-Test: Two-Sample Assuming Equal Variances 

   

  Female HR (bpm) Male  HR (bpm) 

Mean 95.18181818 96.75 

Variance 46.56363636 23.29545455 

Observations 11 12 

Pooled Variance 34.37554113  

Hypothesized Mean Difference 0  

df 21  

t Stat -0.640758963  

P(T<=t) one-tail 0.264305143  

t Critical one-tail 1.720742903  

P(T<=t) two-tail 0.528610285  

t Critical two-tail 2.079613845   

 
Look carefully at the above Excel t-test output.  The t-statistic is called “t Stat” and = -0.64.  The p values for a 

one tailed test and two tailed test are listed, as well as the “t Critical” for one and two-tailed tests.  This “t 

Critical” value means that any t-score equal to or greater than the “t Critical” would lead to a rejection of the 

Table 1  Output from 

Excel spreadsheet for 

hypothetical male and 

female heart rate data. 

Table 2  Output 

from Excel 

independent 

samples t-test on 

male & female 

heart rate data. 
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null hypothesis.  Notice that our t Stat of -0.64 is far below the “t Critical two-tail” value of 2.1,  and so it is not 

surprising that our two-tailed p-value (0.53) is greater than 0.05 (i.e., we cannot reject Ho). 

 

When reporting t-test results, give your reader an indication of what the means for each group were and the 

variation within each, the t-statistic, degrees of freedom, p-value, and whether the p-value was one or two-tailed.  

Here is an example of how you could concisely report the results of the t-test output above: 

 

“Females had a slighter lower heart rate (mean = 95.2 bpm, SD = 6.8) than men (mean = 96.8 bpm, 

SD = 4.8).  This difference of 1.6 bpm was not, however, statistically significant (t (21) = -0.64, p = 

0.53, two-tailed).” 

 

Because the heart rates recorded from the women were independent of the men’s heart rate values, we can graph 

the mean values side by side with their respective +/- SE bars as shown in Figure 1: 

 

  
 

This graph is a good visual that complements the independent two sample t-test results.  

 

 

 

Pause & Ponder: Note that the y-axis starts at zero. Think about how the difference between male and female 

heart rate would be visually presented if the y-axis origin was 90 bpm.  

 

 

  

Fig. 1  Graph of 

hypothetical data.  

Mean female & 

male heart rate 

values are shown 

with respective 

+/- 1 SE bars 

around each 

mean. 
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Depicting the Results of Paired Two Sample t-tests 
What if you wanted to know whether heart rate increased significantly for the 11 women after stair-stepping for 

five minutes?  Assuming that you measured their resting heart rates, table 3 shows how your data might look: 

Participant Rest HR (bpm)  Stair HR (bpm) 

1 70 98 
2 71 96 
3 68 97 
4 77 105 
5 61 86 
6 67 100 
7 66 97 
8 68.0 95.0 
9 73.0 99.0 

10 60.0 80.0 
11 64.0 94.0 

   
Mean  67.7 95.2 
SD 5.0 6.8 
SE 1.5 2.1 

  
The output from Excel after using the “t-test: Paired Two Sample for Means” option is shown in table 4. 

t-Test: Paired Two Sample for Means  

   

  Resting HR (bpm) Stair Step HR (bpm) 

Mean 67.72727273 95.18181818 

Variance 25.21818182 46.56363636 

Observations 11 11 

Pearson Correlation 0.868306376  

Hypothesized Mean Difference 0  

df 10  

t Stat -25.99202157  

P(T<=t) one-tail 8.17372E-11  

t Critical one-tail 1.812461505  

P(T<=t) two-tail 1.63474E-10  

t Critical two-tail 2.228139238   

 

Your first inclination might be to graph the mean rest and post-stepping values as in figure 2: 

  
This graph is NOT an accurate depiction of paired t-test results because the resting heart rate values are not 

independent of the corresponding post-stepping values (they both come from the same individuals).   
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Table 3  Output 

from Excel 

spreadsheet for 

hypothetical female 

heart rate data 

before and after 5 

minutes of stair-

stepping. 

 

Table 4  Output 

from Excel paired 

two sample t-test on 

female heart rate 

data before and after 

5 minutes of stair-

stepping. 

. 

 

Fig. 2   Incorrect 

depiction of paired t-test 

results of female heart 

rate data before and 

after 5 minutes of stair-

stepping. 
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Recall that the paired two sample t-test analysis looks at whether the mean of the differences between the rest 

and post-stepping values is significantly different from zero.  Use Excel to generate a third column next to your 

raw data of the difference between the before and after values for each individual, as in table 5: 

 
Subject Rest HR (bpm) Stair HR (bpm) HR Difference (bpm) 

1 70 98 28 
2 71 96 25 
3 68 97 29 
4 77 105 28 
5 61 86 25 
6 67 100 33 
7 66 97 31 
8 68.0 95.0 27 
9 73.0 99.0 26 

10 60.0 80.0 20 
11 64.0 94.0 30 

    
Mean    27.5 
SD   3.5 
SE   1.1 

 
The paired t-test looks at whether the mean difference, in this example 27.5 bpm, is significantly different from 

zero (i.e., no change in heart rate after stair stepping).  Have Excel generate a histogram of these differences to 

check the assumption that they are normally distributed.  To further familiarize yourself with your data, we 

strongly encourage you to plot a column graph depicting the before and after values for each subject.  Typically 

you would not report raw data in your final paper or PowerPoint presentation unless you had a very small 

sample size, but it is important for you to examine these graphs carefully.  It will allow you to identify trends in 

the data or any inconsistencies among subjects/plants/animals that are apparent.  For example, you may find that 

only one or two subjects are behaving just the opposite of how the majority of subjects reacted to your 

treatment.  This will help you to better interpret t-test results. 
 

To examine raw data from a paired analysis, have Excel plot your values as shown in figure 3. 

  
Figure 3 better represents the paired two sample t-test because it shows how heart rate changed in each 

individual after stair stepping.  If you have around 10 participants or less, depicting your data this way may be 

sufficient.  You can see, however, that this figure 3 would become very crowded and busy-looking if you had a 

large sample size (it already looks a little overwhelming!).  Generally, avoid depicting raw data unless you have 

a small sample size.  Figure 4 shows another option for depicting paired two sample t-test results, particularly 

for large data sets. 
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Table 5  Output from 

Excel spreadsheet for 

sample female heart 

rate data before and 

after 5 minutes of 

stair-stepping.  A third 

column, “HR 

Difference,” showing 

the differences 

between the paired 

values has been added. 

 

 

Fig. 3  Raw data 

for heart rate 

before and after 5 

minutes of stair-

stepping, for 11 

individuals. 
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The SE bars were calculated from the column of heart rate differences in table 5.  If the SE bars around our 

sample mean difference overlapped zero, we would have evidence that the stair-stepping did not significantly 

change heart rate in these 11 women. The graph above clearly shows that the +/- 1 SE bar is very far away from 

zero, and so corroborates the paired t-test results: 5 minutes of stair-stepping did significantly increase heart rate 

in these participants. 

 

SPECIAL NOTE: If your SE bars are close but not quite overlapping zero in a paired two sample t-test 

graph, or come close to overlapping in a graph showing two columns depicting independent two sample t-test 

results, you should base your conclusions on the t-test p-value rather than the graph.   
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Increase in Heart Rate After Stair Stepping

Fig. 4   Bar graph 

showing the mean 

difference (with +/- 1 

SE bars) in heart rate 

before and after 5 

minutes of stair-

stepping, for 11 

individuals.  

 

This is an appropriate 

way to depict paired 

t-test results. 
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